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  Abstract- By including multiple cores on a single chip, Chip 

Multiprocessors (CMP) are emerging as promising ways of utiliz-

ing the additional die area that is available due to process scaling 

at smaller semiconductor feature-size technologies. However, 

such an execution environment with multiple hardware context 

threads on each individual core, that is able to execute multiple 

threads of the same or different workloads, significantly diverges 

from the typical, well studied, uniprocessor model and introduces 

a high level of non-determinism. There are not enough studies to 

analyze the performance impact of the contention of shared re-

sources of a processor due to multiple executing threads. We 

demonstrate the existence destructive interference on Chip Mul-

tiprocessing (CMP) architectures using both a multiprogrammed 

and a multithreaded workload, on a real, Chip Multi-Threaded 

(CMT) system, the UltraSPARC T1 (Niagara). 

 

I.    INTRODUCTION 

 

In the past few years, microprocessors moved from the 

traditional superscalar, single-processor designs, to chip multi-

processors with simpler, less aggressively speculating cores 

[1-3]. Such a trend was mainly emerged by the fact that, as the 

semiconductor feature size scales down, the idea of using 

process scaling, deep pipelining and aggressive speculation in 

every possible level has diminishing returns mainly due to the 

significantly poor wire scaling and the increased design com-

plexity [4]. Furthermore, such conventional approaches are 

failing to work with modern applications like transaction 

processing and web services that use multiple threads of short 

sequences of control logic with frequent dynamic branch be-

havior [5]. Such characteristics result in decreased cache lo-

cality and branch prediction accuracy, which in combination 

with the growing gap between the memory and the processor 

performance eventually leads to an increased percentage of the 

time that a single threaded processor is idle. As a solution, 

architects have adopted the idea of including multiple simpler 

cores per chip. Such approach can easily utilize the excess 

area provided by smaller implementation technologies and 

hide the memory access latency by using multiple execution 

threads. This is true both for the cases of general purpose and 

embedded systems which due to the increasing performance 

demands and higher data throughput rates, gradually resemble 

current high-performance processors.  

It is obvious that for taking advantage of such an execu-

tion environment, especially for the case of many cores (MC) 

designs, multiple workloads or execution threads have to run 

simultaneously on such a processor; moving in that way closer 

to the Server-on-Chip execution model. Under such an envi-

ronment, the diverged execution threads will place dissimilar 

demands on the shared resources of the system and therefore, 

due to resource contention, compete against each other. Con-

sequently, such competition could result in severe destructive 

interference between the concurrently executing threads. Such 

behavior is non-deterministic since the execution of each 

thread significantly depends on the behavior of the rest of the 

simultaneously executing applications, especially for the case 

of CMP where multiple processes run on each individual core. 

So far, many researchers have recognized the need of 

Quality of Service (QoS) that both the software [6] and hard-

ware stack [7-10] has to provide to each individual thread in 

order to assure same level of determinism to the execution of 

each simultaneously executing workload. Most of these stu-

dies though, are restricted to the investigation of a limited 

number of resources each time, like cache, memory and/or 

instruction execution streams [8-10] instead of studying the 

implications of the interference on the whole system. Fur-

thermore, the majority of these studies are based on single-

core simultaneous multithreaded (SMT) architectures that 

feature a much higher level of determinism in comparison to 

CMP and only a limited number of studies can be applied on 

CMP. 

In this paper, we try to cover this lack of analysis and we 

use a real Chip Multi-Threading (CMT) system, the Niagara, 

to study the interference of the execution of both multithread 

and multiprogrammed workloads on various shared resources 

of the system and provide a correlation of this interference 

with the overall execution performance.  

 

II. DESCRIPTION OF ULTRASPARCT1 (NIAGARA) 

 

In November 2005, SUN released its latest microproces-

sor, the UltraSPARC T1, formerly known as "Niagara" [11]. 

A processor like Niagara is designed for favoring overall 

throughput by exploiting thread level parallelism. Niagara 

implements a combination of chip multi-processing (CMP) 

and simultaneous multi-threading (SMT) design to form a chip 

multi-threaded organization (CMT). In rest of this section we 

provide short overview of its architecture and a small descrip-

tion of the Performance Counter Monitoring subsystem that 

we utilized in order to analyze its scaling abilities. 

 



 

 

A. Overview of Architecture  
 

Niagara’s architectural approach focuses on improving 

the overall throughput rather than concentrate on the perfo

mance and latency of single execution threads.

architecture, shown in Fig. 1, consists of eight simple, in

cores or individual execution pipelines, with each one of them 

being able to handle four active context threads that share the 

same pipeline, the Sparc pipe. The striking feature of the pr

cessor that allows it to achieve higher levels of throughput is 

that the hardware can hide the long latency memory and pip

line stalls on a given thread by effectively sched

threads in a pipeline with a zero-cycle switch penalty. 

In addition to the 32-way multi-threaded architecture, 

Niagara contains a high-speed, low-latency crossbar that co

nects and synchronizes the 8 on-chip cores, L2 cache memory 

banks and the other shared resources of the CPU. Due to this 

crossbar, the UltraSPARC T1 processor can be considered a 

Symmetric Multiprocessor system (SMP) implemented on 

chip. Niagara with the help of its OS, Solaris 10 [

the users to create various configurations of the system by 

enabling and disabling either hardware context threads on the 

level of on core or even a whole core. Such 

the use of the system either as a uniprocessor by enabling only 

one hardware context thread on just one core, a virtually 

way SMT by enabling only one core and x out of the 4 avail

ble hardware threads per core hardware threads or even as a 

CMP by enabling only one hardware thread per core.  
 

Fig. 1. Overview of UltraSPARC T1 Architecture

 

B. Analysis Tools 
 

The Niagara processor includes in its design a set of 

hardware performance counters [11] that allows the counting 

of a series of processor events which include number of co

pleted instructions, cache misses, pipeline stalls a

point operations. Note that each hardware context thread fe

tures a pair of performance counters that can capture any 

of events listed in Table I. Therefore, the performance counter 

subsystem allows us to measure events on a per hardware c

text thread granularity. Statistics of processor events can be 

collected in hardware with little or no overhead, making these 

counters a powerful tool for monitoring an application and 

analyzing its performance. The Niagara and the Solaris 10 

architectural approach focuses on improving 

concentrate on the perfor-

mance and latency of single execution threads. The Niagara 
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The Niagara processor includes in its design a set of 

] that allows the counting 

which include number of com-

cache misses, pipeline stalls and floating-

ote that each hardware context thread fea-

tures a pair of performance counters that can capture any pair 

. Therefore, the performance counter 

a per hardware con-

Statistics of processor events can be 

collected in hardware with little or no overhead, making these 

counters a powerful tool for monitoring an application and 

analyzing its performance. The Niagara and the Solaris 10 

operating system provide a set of tools for configuring and 

accessing these counters. The basic tools that we used were: 

cpustat and cputrack [13]. For both tools the user have to d

fine which specific hardware threads the tools should monitor 

and therefore allow us to isolate the effects of the threads ru

ning on specific hardware context threads. 

events of Table I, mpstat and vmstat 

can provide higher level of statistics for individual hardware

threads and virtual memory, respectively. 

For managing the configuration of T1, 

psrset and psradm [13] administrator tools. 

the user to create custom sets of hardware context thread slots 

and specifically bind processes for execution on them. Havin

this flexibility, we were able to execute processes in an 8

and 16-way like execution by creating sets of one and two 

hardware context thread slots for each of the 8 different cores, 

respectively. By using all of the aforementioned tools, we 

were able to monitor the operation of the UltraSPARC proce

sor in all of the different phases of the SPECjbb2005 benc

mark execution. 
TABLE I 

EVENTS OF PERFORMANCE COUNTERS
 

Event Name Description 

Instr_cnt   Number of completed instructions

SB_full Number of store buffer full cycles

FP_instr_cnt Number of completed floating
structions 

IC_miss Number of instruction cache (L1) misses

DC_miss Number of data cache (L1) misses for 
loads  

ITLB_miss Number of instruction TLB miss trap ta
en. 

DTLB_miss Number of data TLB miss trap taken (includes 

real_translation misses).

L2_imiss Number of secondary cache (L2) misses 
due to instruction cache requests.

L2_dmiss_ld Number of secondary cache (L2) misses 
due to data cache load requests.

 

III. MEASURMENTS
 

In order to analyze the interference of multiple executing 

threads along with the scaling abilities of a CMT architecture 

like Niagara's, we conducted a set of experiments using two 

kind of workloads: a single-threaded 

SPEC CPU2000 [12] and SPECjbb2005 [14]. SPEC CPU200

is a single-threaded suite that can stress

ties of each core and was used as a

load by running multiple copies of each benchmark applic

tion. On the other hand, SPECjbb200

readed benchmark that allows us to stress the

ra to scale to higher number of execution 

the available cores.  

Our analysis follows three steps. 

execute pairs of SPEC CPU2000 benchmarks 

single and after that on two different cores, to demonstrate the 

interference that is created on the shared resources of every 

core. In the second step, we test the ability of Niagara to scale 

from 4 up to 16 execution threads using a reduced 

CPU2000 benchmark pairs. 

ystem provide a set of tools for configuring and 

accessing these counters. The basic tools that we used were: 

For both tools the user have to de-

fine which specific hardware threads the tools should monitor 

to isolate the effects of the threads run-

ning on specific hardware context threads. In addition to the 

vmstat [13] tools of Solaris 10 

can provide higher level of statistics for individual hardware-

respectively.  

For managing the configuration of T1, we used Solaris’ 

] administrator tools. These tools allow 

the user to create custom sets of hardware context thread slots 

and specifically bind processes for execution on them. Having 

this flexibility, we were able to execute processes in an 8-way 

way like execution by creating sets of one and two 

hardware context thread slots for each of the 8 different cores, 

respectively. By using all of the aforementioned tools, we 

e to monitor the operation of the UltraSPARC proces-

sor in all of the different phases of the SPECjbb2005 bench-
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s of each benchmark applica-

SPECjbb2005 is a purely multith-

us to stress the ability of Niaga-

execution threads using all of 

follows three steps. During the first one, we 

2000 benchmarks initially on a 

two different cores, to demonstrate the 

on the shared resources of every 

the ability of Niagara to scale 

threads using a reduced set of SPEC 



 

 

 

Fig. 2. Ratio of IPC in “same core” over single threaded execution 

 
Fig. 3. Ratio of Data Cache misses in "same core" over single thread execution 

 
Fig. 4. Ratio of L2 misses in "same core" over single thread execution 

 

In the  end, using SPECjbb2005, we perform a set of multith-

readed experiments by scaling from 4 up to 64 simultaneously 

executing threads and analyze the contention on the shared 

resources, isolating the ones that are most affected by the in-

creased number of threads. 

The SPEC CPU2000 suite allows us to better stress the 

characteristics that mainly affect the single-threaded execu-

tion, while SPECjbb2005, which is a multithreaded workload 

with less computation intensive threads than the applications 

of CPU2000, allow us to focus on the shared communication 

bottlenecks. All of the experiments took place on a real Ul-

traSPARC T2000 system that includes one UltraSPARC T1 

(Niagara) processor with 8 cores which features 32 hardware 

context threads. In order to reduce the variability of the results 

due to the non-deterministic execution on a real machine, 

every experiment was repeated 10 times and the average value 

of the results was used. Finally, in the case of the multipro-

grammed workload, each benchmark pair was executed up to 

point that one of the benchmarks was terminated.  
 

A. Interference on Shared Resources 
 

To analyze the interference on the shared resources of 

Niagara, we used SPEC CPU2000 [12] benchmarking suite in 

a multiprogrammed execution mode, by executing multiple 

copies of the same benchmarks on the machine. Since Niagara 

features only one shared floating point unit between all of the 

cores, a study of concurrently executing FP processes is not 

meaningful and therefore, only the integer benchmarks of 

SPEC CPU2000 were used. As section 2.2 explains, Niagara’s 

performance monitoring subsystem can provide performance 

measurement data only in the granularity of a single hardware 

context, aggregating in that way the effects of all the executing 

threads in each hardware context. Such an approach does not 

provide a way to break down the effects of more than one ex-

ecuting threads on the same hardware context and therefore, in 

order to demonstrate the importance of interference on CMT 

architectures, we have to use pairs of concurrently executing 

benchmark applications.  This approach allows us to correlate 

events on shared resources with performance and overall con-

tention and, as the rest of the evaluation section shows, it is 

sufficient to demonstrate the importance of interference on 

CMT architectures.  

To quantify the interference on the most important shared 

resources of Niagara we compared the IPC (Instructions per 

cycle), date cache misses (DC misses) and L2 misses, of all 

possible integer benchmarks pairs of SPECcpu2000, with the 

stand alone execution of each benchmark on a single core. In 

order to stress both the L1 and L2 caches we perform the same 

comparisons over two modes of execution for each benchmark 

pair.   
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Fig. 5. Ratio of IPC in "two cores" over single thread execution 

 

Fig. 6. Ratio of L2 misses in "two cores" over single thread execution 

The “same core” mode represents the case where both of 

the benchmarks executed on the same core but using different 

hardware contexts to allow us the proper capture of the per-

formance counters information. Therefore, this type of execu-

tion simulates a SMT type of architecture. In the same logic, 

the “two cores” mode referrers to the execution mode in 

which each member of a pair executes on a different core, just 

like in the case of CMP architectures when running one thread 

per core. In that case, the possible interference is limited to the 

memory subsystem which includes L2 cache, the coherence 

interconnection network between the local on each core L1s 

(data + instruction) and the distributed L2 banks, and the main 

memory. Unfortunately, the SPEC CPU2000 benchmarks are 

small enough to easily fit in the cache on Niagara and there-

fore the execution of a single pair of benchmarks in not 

enough to stress the communication channels to the main 

memory.  Furthermore, since SPEC CPU2000 programs do 

not share any real data, the coherence protocol is not heavily 

stressed during these experiments.  

Figs. 2, 3 and 4 shows the ratio of IPC, DC and L2 misses 

over the single thread execution, respectively, for the case of 

“same core” execution mode. Notice that in the case of L2 

misses, we include the case of crafty in a different plot be-

cause on the significant increased ratios. In these figures, each 

benchmark on the horizontal axis is compared with the per-

formance of the stand alone case for every possible pair of the 

SPEC CPU2000 integer benchmarks. For example, assuming 

the first group of results in Fig. 3 with the label bzip2, the first 

bar compares the IPC of bzip2 with the one of the stand alone 

execution of it when it is running with another copy of bzip2 

on the same core, the second bar does the same comparison 

for bzip2 running in parallel with crafty on the same core and 

so on. The case of “two cores” mode is included in Figs. 5 

and 6 just for the cases of IPC and L2 misses, respectively, 

since DC misses did not demonstrate any significant increased 

interference over the single execution case. This was expected 

since in the case of “two cores” each member of a pair has 

exclusive access to a whole core and therefore there is no ad-

ditional contention on the L1 cache. As before, crafty is dem-

onstrated in different plot in Fig. 6.  

From Fig. 2 we can see that in most on the cases, running 

on the same core a pair a benchmark results in small decrease 

in performance which was found to be 12% on average. Crafty 

demonstrates the worst performance when running in a pair 

with almost all of the rest of the benchmarks which can be 

explained by the severe increased of L2 data misses demon-

strated in Fig. 4. The best performance, on average, comes 

from eon which although features a significant increase in L2 

misses (Fig. 4) it can keep a high IPC, close to the one of the 

stand alone execution. The rest of the benchmarks demon-

strate almost the same performance pattern for the IPC with 

crafty and twolf being one of the worst benchmarks to run in a 

pair. This is shown by the small IPC ratio of the second and 

ninth bar for each benchmark in Fig. 2. Overall, we can see 

that running on the same core a pair of benchmarks is not sig-

nificantly affecting the performance, taking into consideration 

that each core includes a simple, in-order, pipeline shared 

across the 4 hardware context threads. 

Fig. 3 includes the L1 data cache misses of the “same 

core” execution mode. As we can see from the figure, most of 

the benchmark features an expected increase in DC misses 

which is 20% on average for all benchmarks pairs and 15% if 

we take out the pairs with crafty which demonstrates the most 

severe impact on the misses. Except crafty, which as we will 

see in the following is mainly affected by the L2 misses, vor-

tex and perlbmk are the benchmarks that force their pairs to 

have an increased number of DC misses, as the 8
th

 and 11
th
 bar 

for every benchmark shows in Fig. 3. Such a behavior means 
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that that their memory footprint pollutes the L1 data cache and 

invalidate many blocks of the second benchmark application 

running on the same core.  

Furthermore, Fig. 4 shows that the cases where the high-

est ratios of L2 misses demonstrated are not the one that fea-

tures an important decrease in IPC. For example, although 

every benchmark that runs in a pair with mcf features a signif-

icant increase in misses, the IPCs of those benchmarks are not 

the one with the biggest drop in Fig. 2. Furthermore, eon when 

running in a pair with any other benchmark creates on average 

more than 75% more misses. Despite this behavior, eon, as 

Fig. 2 shows, is the benchmark that is affected the least when 

running in a pair. 

Taking into consideration the architecture of Niagara and its 

“latency hiding” approach to overlap long latency events, the 

previous observations are an indication of the effectiveness of 

this approach. Therefore, although up to four threads have to 

share the same, simple, in-order pipeline, avoiding waiting to 

resolve a miss and instead simple let the rest of the available 

threads to execute, can really hide the effects of increased le-

vels of misses. 

Figs. 5 and 6 include the IPC and L2 miss ratio for the 

case of “two cores” execution mode. Since in this mode we 

are not stressing the shared resources of a core but the L2 

caches we do not expect a severe degradation on overall per-

formance. This expectation is verified by Fig. 5 where all but 

the case of mcf, demonstrate an IPC ratio over the single 

threads case, close to 1. Mcf although seems to be affected the 

most, on average its IPC ratio is better than the one of “same 

core” execution of Fig. 2.  On average the misses on L2 are 

almost the same as in the case on “same core”. Such behavior 

was expected for two reasons: a) running a pair of benchmarks 

underutilized the available resources (remember that each core 

has plenty of resources to execute 4 threads in parallel and the 

whole architecture can support up to 32 hardware threads in 

the same time on the machine; and b) we use a multipro-

grammed workload that is not stressing the sharing of data.  

B. Scaling of Multiprogramming Workloads 

In this section we focus our analysis on the ability of Nia-

gara to scale up to higher number of threads of multipro-

grammed workloads. SPEC CPU2000 contains twelve integer 

programs and therefore there are 144 possible pairs that some-

one has to consider for an exhaustive analysis of the interfe-

rence. This number of cases significantly complicates our 

analysis. To reduce the dimensionality of our analysis space, 

in the rest of this paper, we selected eight representative cases 

of interference. These eight cases includes: two pairs for low 

interference, three pairs for intermediate interference and three 

pairs that according to our previous experiments demonstrate 

high level of interference. To select the benchmark pairs we 

used the IPC and DC, L2 misses of the previous figures and 

tried to find the one that affects mainly the IPC and secondly 

the L2 misses on the system. The selected pairs are listed in 

Table II. 

Since the case of single and dual threaded execution was 

covered in the previous section, in this section we conducted a 

set of experiments using workloads of 4, 8 and 16 threads only 

for the SPEC CPU2000 benchmark pairs listed in Table II.  As 

before, we assume two execution modes, the “same core” and 

the “mixed mode”. The first mode executes all the copies of 

the first benchmark of each pair on the same set of cores and 

the second benchmarks on a different set of cores. The “mixed 

mode”, assigns copies of both benchmarks to execute on the 

same set of cores and therefore put different requirements on 

each cores than in the case of “same core” mode.  The confi-

gurations that were used for the case 4, 8 and 16 threads are 

listed in Table III. Having the “4 threads” as our base case, 

we can see the effects of increasing the number of threads per 

core when moving to the “8 threads” case, stressing in that 

way the SMT characteristics of the processor. Following the 

same logic, when we move from the “8 threads” case to the 

“16 threads” case we can see the effects of adding additional, 

fully occupied with execution threads, cores. This case will 

help us understand the CMP abilities of the processor.  

 
TABLE II 

PAIR OF BENCHMAKRS USED IN MULTIPROGRAMMED EXPERIMENTS 

 

Pair Number Pair type Benchmark Pair 

1 High interference 1 mcf - twolf 

2 High interference 2 crafty - gap 

3 High interference 3 vpr  - bzip2 

4 Middle interference 1 parser  - gap 

5 Middle interference 2 vortex  - twolf 

6 Middle interference 3 gzip  - parser 

7 Low interference 1 gap  - bzip2 

8 Low interference 1 bzip2 - crafty 

 
TABLE III 

CONFIGURATIONS FOR SCALING ANALYSIS 

 

# of Threads Configuration 

4 2 Threads per core using 2 cores 

8 4 threads per core using 2 cores 

16 4 threads per core using 4 cores 

 

Figs. 7, 8 and 9, show the scaling of IPC, L1 data conten-

tion and L2 contention, respectively, for the “same core” 

mode. In each of these figures, the x-axis includes the bench-

mark pairs of Table II and the y-axis compares the scaling of 

each member of a pair for all of the three configurations of 

Table III. In order to demonstrate the difference between the 

three different configurations, all the results are normalized 

over the case of 4 overall threads running on the system.  

Fig. 7 shows that moving from 4 to 8 threads on the 

“same core” mode is not affecting IPC in most of the cases. 

In this execution mode we use 2 different cores and we move 

from running 2 threads per core to running 4 threads per core. 

For the same configuration, Fig. 8 shows that the DC misses 

are not affected at all and the only significant event that 

changes is the scaling up of L2 misses when moving from 4 to 

8 threads (Fig. 9). Such a behavior is an indication that each 

one of Niagara’s cores has sufficient resources to fulfill the 

requirements of 4 threads and that it has the ability to do that 

even with an increased number of misses. Furthermore, main-



 

 

taining the same IPC ratio proves that, in a multiprogramed 

workload environment, memory latency hiding techniques can 

tolerate an increased number of misses. On the other hand, 

when we move from 8 threads to 16 threads and therefore we 

use 4 cores with 4 threads per core, someone can notice a sig-

nificant decrease in the IPC. In this case, both L1 data and L2 

misses are increased for almost all of the benchmarks for more 

than a factor of 1.5 and 2, respectively. In these cases, we ac-

tually have 2 cores running 8 copies of the same benchmark 

and therefore those two cores significantly stress the L2 

shared cache. The four copies of each benchmark running on 

the same core have the same memory footprint and therefore 

the same memory requirements which end up having the same 

number of misses on the L2 cache.  

 

Fig. 7. Ratio of IPC over 4 threads for “same core”  

 

Fig. 10 demonstrates the scaling of IPC for the case of 

“mixed mode” execution. In contrary to the previous case of 

“same core” execution, when moving from 4 threads to 8 

threads, we can see a significant decrease in IPC. The same 

happens when moving from 8 to 16 threads. According to this 

mode, the multiple copies of each benchmark pair are distri-

buted over different cores and therefore each core executes 

both of the benchmarks. As a result, having multiple copies of 

different benchmarks on each core affects the performance 

more than having the same copies per core, when we move 

from 2 to 4 threads per core and therefore we stress the core 

more. Our analysis on DC and L2 misses in mixed core 

showed that they followed exactly the same trend as in the 

“same core” mode with “mixed mode” having on average 1-

2% less DC and L2 misses that in the case of “same core”, 

respectively.  For this reason and due to space limitations we 

are not including the graphs of the scaling of the DC and L2 

misses for the case of “mixed core” execution. 

Overall, Niagara’s architecture shows that in both execu-

tion modes, moving from 4 to 16 threads, that is multiplying 

by a factor of 4 the work done on the machine in the same 

time, features a decrease of less than 40% on average, over the 

case of running only two threads per core for each one of our 

selected benchmark pairs. In both cases, the significantly in-

creased L1 and L2 misses were effectively hided by the archi-

tecture allowing in that way the execution of more threads in 

parallel and therefore favoring throughput over single thread 

execution. 

 

C. Scaling of Multithreaded Workloads  
 

A processor like Niagara is designed for favoring overall 

throughput by exploiting thread level parallelism. Niagara 

implements a combination of chip multi-processing (CMP) 

and simultaneous multi-threading (SMT) design to form a chip 

multi-threaded organization (CMT). From this design point, 

we can analyze its performance and quantify the benefits that 

additional cores and/or additional hardware threads have on a 

multithreaded workload like SPECjbb2005 [14] which mainly 

intents to stress cache implementation along with system’s 

scalability and memory hierarchy performance.  

 

 

 

Fig. 8. Ratio of DC misses over 4 threads for “same core” 

 

 
Fig. 9. L2 misses ratio for “same core” mode 

 

In SPECjbb2005 [14], each client is represented by an in-

dividual thread that sequentially executes a set of operations 

on data while a database is emulated by a collection of Java 
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objects which contains approximately 25MB of data. Every 

instance of a database is considered as an individual ware-

house which is handled by an individual execution thread. 

During the execution of the benchmark the overall number of 

the individual warehouses, and therefore the number of 

threads handling the requests to the warehouses, is scaled. By 

doing so, more clients can simultaneously connect to the 

available warehouses allowing in that way the execution of 

additional parallel threads. The performance measured by 

SPECjbb2005 covers the CPUs, caches and the memory hie-

rarchy of the system without generating any I/O disk and net-

work traffic. This is achieved by implementing all the compo-

nents of the model system in the same JVM. Furthermore, the 

reported score is a throughput rate metric that is proportional 

to the overall number of transactions that the system is able to 

serve in a specific time interval and therefore reflects the abili-

ty of the server to scale to larger number of warehouse and 

therefore executed threads. Table IV includes the configura-

tion of our machine and the parameters used for executing 

SPECjbb2005.  

 

Fig. 10. Ratio of IPC over 4 threads for “mixed mode” 
 

In order to quantify the ability of Niagara to scale up to a 

high number of threads we conducted a series of experiments 

starting from using 8 threads and moving up to 64 overall ex-

ecuting threads on the system. Since Solaris handles the 32 

available hardware context threads as 32 virtual processors 

organized as a large SMP system, we need to make sure that 

in the case where less than 32 threads execute on the system, 

those threads do not migrate to different cores during their 

execution. Such migration would not allow us to use the per-

formance counters subsystem for measuring the performance 

of each individual executing thread. By using Solaris’ proces-

sor sets (psrset tool [13]) we created three different configura-

tions using in any time all of the eight cores and varying only 

the number of activated hardware threads per core. The three 

selected configurations were: a) eight cores using one thread 

per core (equiv. to an 8-way CMP) for the case of executing 8 

threads, b) eight cores, using two threads per core (equiv. to a 

16-way CMT with each core having a virtual 2-way SMT con-

figuration) for the case of 16 executing threads and finally c) 

eight cores using 4 hardware threads per core (equiv. to a 32–

way CMT) for the cases of 32 and 64 executing threads. To be 

able to analyze the microarchitectural impact of the previous 

configurations, we used both the microarchitectural perfor-

mance counters monitoring subsystem, provided by the pro-

cessor, and the higher level information provided by the oper-

ating system tools of  Solaris as described in 2.2 section. 

 
TABLE IV 

PARAMETERS FOR EXECUTION OF SPECjbb2005 

 

Parameter Value 

Operating 
System 

SunOS 5.10 Generic_118833-17 

CPU Fre-
quency 

1000 MHz 

Main Memory 
Size 

8 Gbytes DDR2 DRAM 

JVM version Java(TM) 2 build 1.5.0_06-b05 

SPECjbb2005 
Execution 
Command 

Java -Xmx2560m -Xms2560m   
-Xmn1536m -Xss128k 

 -XX:+UseParallelOldGC  
-XX:ParallelGCThreads=15  

-XX:+AggressiveOpts  
-XX:LargePageSizeInBytes=256m  

-cp jbb.jar:check.jar spec.jbb.JBBmain  
-propfile SPECjbb.props 

 

Fig. 11 shows the SPECjbb2005 score when we set up the 

benchmark to increase the number of threads from 8 up to 64 

threads.  Since SPECjbb2005 gradually increases the overall 

number of warehouses during a regular run, we were able to 

analyze the effect of increasing the actual number of cores 

being used. As explained before, to correctly capture the per-

formance data, region 1 was executed using only 8 cores and 

binding 1 thread per core, region 2 uses 8 cores with 2 threads 

executing per core, and regions 3, 4 and 5 uses 8 cores with 

more than 2 threads per core as necessary.   

Table V includes the average values of the performance 

metrics as captured on Niagara for every execution region, 

using the highest number of threads for every one of them. To 

better visualize the scaling of those events, in Fig. 12, we 

demonstrate their scaling, normalized over the initial case of 

executing one thread on each one of the 8 available cores. As 

we can see from Fig. 11, Niagara scales up its performance 

with an almost linear step in regions 1 and 2. The overall per-

formance benefit of adding additional threads is decreased in 

region 3 where it finally reaches the highest performance point 

using 32 warehouses. Such peak is expected since at 32 ware-

houses every hardware context thread is occupied with an ex-

ecution thread from the multithreaded workload. Region 4, 

which spans from 33 up to 42 warehouses, shows a saturation 

region with a small average decrease on the performance, ac-

cording to the SPECjbb2005 score. In this region, the threads 

needed to execute more than 32 warehouses force many invo-

luntary context switches on each core, which although is ex-

pected to have a big penalty on the overall performance, Nia-

gara manages to keep its throughput in the level of 27 to 29 

warehouses. After the point of 42 warehouses, that is region 5, 

there is an important gap in performance. To explain this gap 

we did extensive profiling of Niagara and the Java Virtual 
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Machine. What we found was that the Garbage C

was involving 4 times more than in the previous regions and 

therefore it was consuming the vast majority of the c

tion time of each thread. To alleviate this problem, we tried 

different configurations and implementation algorithms

garbage collector but the one listed in Table IV

best results both for the saturation area of region 4 and the 

performance bottleneck in region 5.  

Fig. 11. SPECjbb2005 scores for 8 cores x 4 threads per core
 

TABLE V 

PERFORMANCE COUNTERS FOR 8 UP TO 64 T
 

Characteristic 
Region  

1 
Region 

2 
Region 

3 

IPC   0.21 0.54 0.55 

IC_misses 3.9 % 1.9 % 1.9 % 

DC_misses 3.4 % 3.4 % 3.4 % 

DTLB_misses 0.0001% 0.001% 0.013% 

L2_imisses 0.048 % 0.01% 0.04 % 

L2_dmisses_ld 0.8% 0.78 % 0.8 % 

 

From Fig. 12 we can see that up to 42 warehouses, IPC is 

scaling up almost linearly. Parallel to that though

tion Cache misses (IC) and L1 data Cache misses (DC) also 

scale up with IC misses showing a more severe changing 

Furthermore, L2 data misses are not significantly affected by 

the scaling of the number of warehouses. This is happe

because SPECjbb2005 is not actually sharing any real data 

between the warehouses and therefore the data cache hi

rarchy for both L1 data cache and more importantly for L2 

cache is not really stressed due to data sharing through the 

coherence protocol and the L2 interconnection

examine the Data TLB misses (DTLB_misses) we can see that 

they show a significant increase over the single case of ru

ning one thread per core. This increase is really severe in the 

case of the performance bottleneck of region 5 but as e

plained before this probably happens because of the heavy 

invocation of the GC. When the GC invokes it mainly checks 

and moves data from one point of the stack to another or inv

lidates data, touching in this way virtual addresses t

part of the main working set of each executing thread of 

SPECjbb2005. As a result, a significant number of DTLB 

misses is expected to be created.  Looking into the absolute 

number of DTLB misses in Table V shows that this number of 

misses is still too small but taking into consideration the big 

penalty of a DTLB miss, we cannot ignore the effect on t
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scores for 8 cores x 4 threads per core 

64 THREADS 

Region 
4 

Region 
5 

0.67 0.43 

2.1 % 2.2 % 

3.5 % 2.7 % 

0.01 % 0.06 % 

0.06 % 0.2 % 

0.79 % 0.55 % 

we can see that up to 42 warehouses, IPC is 

at though, L1 instruc-

tion Cache misses (IC) and L1 data Cache misses (DC) also 

severe changing rate. 

Furthermore, L2 data misses are not significantly affected by 

the scaling of the number of warehouses. This is happening 

because SPECjbb2005 is not actually sharing any real data 

between the warehouses and therefore the data cache hie-

rarchy for both L1 data cache and more importantly for L2 

cache is not really stressed due to data sharing through the 

and the L2 interconnection network. If we 

TLB misses (DTLB_misses) we can see that 

they show a significant increase over the single case of run-

ning one thread per core. This increase is really severe in the 

ck of region 5 but as ex-

plained before this probably happens because of the heavy 

. When the GC invokes it mainly checks 

and moves data from one point of the stack to another or inva-

lidates data, touching in this way virtual addresses that are not 

part of the main working set of each executing thread of 

SPECjbb2005. As a result, a significant number of DTLB 

misses is expected to be created.  Looking into the absolute 

that this number of 

ill too small but taking into consideration the big 

penalty of a DTLB miss, we cannot ignore the effect on this 

increased number of misses. Having 

stressed too much the data cache and L2 due to the lack of 

sharing data between the executing threads, we can conclude 

that Niagara’s configuration on data TLB, 

L2 cache size and the provided bandwidth through the inte

connection of each core with the L2 cache banks is enough to 

be able to keep up with the requirements of the s

all of the cores are fully occupied with more than 32 software 

thread.  

On the other hand the increasing number of warehouses 

put more stress on the instruction fetch unit which is showed 

through the instruction cache misses (

pening because more threads require more instructions to be 

executed and since every thread executes independently, each 

core has to be able to feed its threads with the ne

structions.  Fig. 12, shows that IC misses and L2 instruction 

misses (L2_imisses) are significantly increase

up to higher number of threads, fact that was not measured for 

the case of ITLB misses.  

Overall, we can conclude that for the multithreaded wor

load that we used, the instruction fetching subsystem was

one stressed the most. Furthermore, DTLB showed a signif

cant increase especially after the number of 16 warehouses 

where each core was in most of the cases fully occupied with 

software threads. The final section of 

ing of SPECjbb2005 score, which can be assumed to be a 

summary of the overall performance, for 8 up to 32 threads.  

On average there is a linear scaling of 0.66 for every thread 

(perfect linear is equal to 1) and according to 

all of the hardware context threads of all the cores can achieve 

a speed up of almost 20x the performance of the single thread. 

Furthermore, by breaking down the scaling of IPC in each 

different configuration used, we can see that the simplest SMP 

configuration of every core using two threads (region 2) gives 

on average 1.8x speed up over the CMP configuration (region 

1) and when every core is configured as a SMT with four 

hardware threads (regions 3, 4 and 5) we can see an average 

1.27x and 2.3x speedup over the 2-

single-threaded CMP, respectively. 

 

IV. CONCLUSIONS

 

As contemporary processors gradua

processors to Chip Multiprocessors 

Core designs, the execution environment of such systems has 

to move towards a server-on-chip model in order to realistica

ly take advantage of the multiple available cores without 

going to the relatively hard area of fine

Moving towards many-core designs on a chip means that, as 

in the case of CMP, there will be multip

shared among the execution cores. 

tem is going to serve multiple diverged workloads, especially 

after the wide spread of virtualization approaches that consol

date many, low processing-power systems, the execu

ronment is expected to put significantly diverged demands on 

most of the shared resources of the system. Therefore, the 

study and application of techniques to reduce the contention 

on such resources is more that important.

46 49 52 55 58 61 64

Region 5 

aving in mind that we did not 

stressed too much the data cache and L2 due to the lack of 

ng threads, we can conclude 

guration on data TLB, L1 data cache and 

cache size and the provided bandwidth through the inter-

connection of each core with the L2 cache banks is enough to 

be able to keep up with the requirements of the system when 

all of the cores are fully occupied with more than 32 software 

On the other hand the increasing number of warehouses 

instruction fetch unit which is showed 

instruction cache misses (IC misses). This is hap-

more threads require more instructions to be 

executed and since every thread executes independently, each 

core has to be able to feed its threads with the necessary in-

, shows that IC misses and L2 instruction 

L2_imisses) are significantly increased when we scale 

up to higher number of threads, fact that was not measured for 

Overall, we can conclude that for the multithreaded work-

used, the instruction fetching subsystem was the 

one stressed the most. Furthermore, DTLB showed a signifi-

cant increase especially after the number of 16 warehouses 

where each core was in most of the cases fully occupied with 

The final section of Fig. 12 shows the scal-

which can be assumed to be a 

summary of the overall performance, for 8 up to 32 threads.  

On average there is a linear scaling of 0.66 for every thread 

(perfect linear is equal to 1) and according to the figure, using 

xt threads of all the cores can achieve 

a speed up of almost 20x the performance of the single thread. 

Furthermore, by breaking down the scaling of IPC in each 

different configuration used, we can see that the simplest SMP 

two threads (region 2) gives 

on average 1.8x speed up over the CMP configuration (region 

1) and when every core is configured as a SMT with four 

4 and 5) we can see an average 

-way SMT per core and the 

threaded CMP, respectively.  

ONCLUSIONS 

processors gradually move from uni-

processors to Chip Multiprocessors and eventually to Many 

Core designs, the execution environment of such systems has 

chip model in order to realistical-

ly take advantage of the multiple available cores without 

going to the relatively hard area of fine-grained parallelism. 

core designs on a chip means that, as 

in the case of CMP, there will be multiple different resources 

ed among the execution cores. Assuming that such a sys-

tem is going to serve multiple diverged workloads, especially 

after the wide spread of virtualization approaches that consoli-

power systems, the execution envi-

ronment is expected to put significantly diverged demands on 

most of the shared resources of the system. Therefore, the 

study and application of techniques to reduce the contention 

ources is more that important. 



 

 

We first demonstrate the different types of interference 

that a real CMT system, the UltraSPARC T1 (Niagara) fe

tures over the execution of both multiprogrammed and mu

tithreaded workloads.  Through our analysis we found that the 

long latency hiding technique of Niagara is really

minimizing the performance penalty of high levels of L1 and 

L2 misses on each core. Furthermore, Niagara managed to 

achieve an almost 20x performance over the single threaded 

case when running 32 simultaneous threads of a multithreaded 

workload. That is almost 0.66 gain per added thread. 

end, we isolated the various resources that demonstrate the 

higher contention which affect the overall performance

most. According to our analysis, we found that the instruction 

fetch subsystem along with DTLBs were the resources with 

the highest contention followed by the L2 caches.
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